
Why does the Chinese Room still
haunt AI?
March 24, 2026

Machine Learning Street Talk
Podcast Transcript

Revision: 887de1d5

Topic headings include retention indicators: • above average, • average, • below average (vs.
similar YouTube videos)

Interested in licensing ReScript for your podcast? Get in touch with Tim Scarfe.



Why does the Chinese Room still haunt AI?

Contents

Overview 2

DoomDebates Recap and LLM Turing Completeness • 3

Potentially Infinite vs Actually Infinite Memory • 5

Algorithms, FSA Controllers, and the Training Problem • 7

CanWe Train on TuringMachine Programs Directly? • 9

Hybrid Systems, Scaffolding, and Novel Programming • 12

The Chinese Room Argument • 15

Searle on Physical Realization and Causal Structure • 19

Emergence, Wolfram, and Computational Subjectivity • 22

Friston, Self-Awareness, and the Path to Consciousness• 26

Causal Structures, Concept Role Semantics, and Understanding in AI• 29

Consciousness, Computation, and Philosophical Puzzles • 32

The Nobel Prize for Deep Learning • 34

AI Harm, Ethics, and Public Policy • 37

References 41

1 Machine Learning Street Talk



Why does the Chinese Room still haunt AI?

Overview

Keith Duggar and Tim Scarfe return for the second edition of their hosts-only
philosophical steakhouse, picking up right where the last episode left off – with
Keith fresh from his appearance on Liron Shapira’s Doom Debates show. The
conversation starts technical and stays there for a goodwhile, working througha
precise argument about why standard autoregressive LLMs are not Turing com-
plete in the technical sense.
Keith lays out the distinction between potentially infinite and actually infinite
memory, explainswhy thealgorithms learned throughgradientdescentonfixed-
context-window architectures come from the finite state automata class rather
than the Turing machine class, and confronts the practical objection head-on:
even if this is technically true, does it matter? Tim pushes back with RAG sys-
tems that expand effective memory, and the two work through whether closing
the read-write loop could unlock a richer algorithm space.
Themiddle hour is a sustained engagementwith John Searle’s Chinese Roomar-
gument. They dig into the gap between syntax and semantics, why gears churn-
ing out responses lack something even if they pass behavioral tests, and what
Searlemeans by requiring the right causal structure for understanding. Bishop’s
Dancing with Pixies reductio, Wolfram’s computational boundedness, and Fris-
ton’s temporal-counterfactual depth model of self-awareness all get pulled into
the conversation. Keith makes one of the more interesting concessions: he can-
not rule out that a sufficiently complex program with the right causal structure
could cross the threshold into genuine understanding.
The final act covers the Nobel Prize controversy around deep learning (Keith de-
clines to judge but notes academia’s political problems), Chomsky’s critique that
neural networks are not scientific theories, and a framework Keith developed
on Doom Debates: focusing on AI harm rather than AI doom as a way to build
broader policy coalitions. Tim distinguishes AI ethics from AI safety and both
agree the speculative existential arguments, while philosophically legitimate,
should not drive policy at the same level as the concrete social harms already
visible.
Recorded Friday 11th October 2024.

2 Machine Learning Street Talk



Why does the Chinese Room still haunt AI?

Doom Debates Recap and LLM Turing Completeness •

Keith Duggar 00:00:00

You know, amathematical model of a black hole is not a black hole. A weather
simulation is not weather. Okay? A computational process simulating the hu-
manmind is not the humanmind. There’s this gap. There’s this gap between
our abstractions, between our computations, between our math and physical
realization, and it’s fascinating. Welcome back to Tim and Keith’s philosoph-
ical steakhouse. Exactly. Our our our fireside chats. I think it’s been, almost
a month since we did the 1 that or maybe 5 weeks even that that that did the 1
that led to the, you know, this this, like, doomdebate analysis, which led tome
going on doom debates and whatever. Right? So that was pretty funny.12

Tim Scarfe 00:00:49

Yeah. So it was your fault that I didn’t get to bed until about 03:00 in themorning
the other day because I wanted to watch the doom debate. And I thought you did
a very good job. I mean, you know, obviously, the comments were really pos-
itive. I think everyone went from hating Keith Duggard to thinking that Keith
was intellectually honest and not such a bad guy after all. So, no, I thought it was
really good. And props to you, Liron. I, I’mvery impressedwithhowyouhandled
yourself. The whole situation was great. Unfortunately, I did get the impression
that both of you left feeling that you’d won the debate. What what do you think?
Well,

Keith Duggar 00:01:23

so I wasn’t I mean, I actually wasn’t in it to to win that that debate. It’s more like
I’m always and nobody ever believesme, but butmygoal is always the pursuit of,
you know, knowledge. Right? And and or sharing and and whatnot. So I think
I think we think we made a lot of progress in the sense that he agrees and and
hopefully most people agree now. You know, there’s there’s a technical sense.
Like, there’s a very technical sense in which LLMs and again, like, you gotta be
careful about how you define that, you know, and whatever. Not LLM systems,
not not o 1, not but I mean, just an LLM, you know, sort of a auto re autoregres-
sive fixed contextwindow type thing. I think there’s a sense inwhich people un-
derstand that’s not Turing complete, like, in this in this technical sense. Right?
There’s still these open questions or folks aren’t that aren’t as convinced as I am,
let’s say. They’re not as convinced as I am that that actually has practical con-

1Keith Duggar on Doom Debates— video
2Is o1 Reasoning? (MLST Philosophical Steakhouse 1)— video
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sequences. Like, I think you’re in that same that same camp. Right? Which is
that, okay. Fine. There’s this technical point in which in which that’s correct.
However, practically speaking, you know, LLMs can generate generate Python
programs that you could run-in a system if you wanted to. They do have, like, a
very large, context window. And so if they’re trained right, they can do a lot of
important things. And so I understand that that’s still an open question, and I
havemore work to do to convince folks, that there is a practical consequence. So
that’s fine. Yeah. Like, I mean, I’m happy with that.

Tim Scarfe 00:03:11

It’s certainly true that if you look at the statistical distribution of programs on
GitHub, it will have a power law distribution, which is to say most of the pro-
grams will be short, low in complexity, and you distinguished the Linux op-
erating system as being a really complex program. And any complex program
could be decomposed into lots of smaller programs. But we should also distin-
guish the difference between something like a Python program and a Turing
machine program. Now there’s this famous programming language called brain
fuck, and that actually describes Are the we actually, are we allowed to say that
on YouTube? I wonder. I think as long as you don’t use the f word within the
first 7 seconds, then you don’t get dinged for advertising. Oh, okay. Okay. Al-
right. Yeah. And becausemachine learningmodels don’t really understand, they
won’t know that we used it legitimately. Oh, I got you. I got you. Yeah. That’s
that’s Yeah. The point. We didn’t use it in an offensive way, but no, there there is
there is a difference between something like aPythonprogramandaTuringma-
chine. So a Turing machine is this hypothetical physical machine that can, you
know, it’s got a it’s got a program. And of course the program is fixed because
when we talk about language models being able to accumulate information in
their context, the analogy breaks a little bit with the Turing machine. In a Tur-
ingmachine, it’s a finite state automata, and it’s fixed, and then it canwrite to an
infinite memory on on both sides.

Keith Duggar 00:04:44

To a potentially yeah. It’s to an unbounded potentially infinite memory, not an
actually infinite memory, folks. Like, nobody’s saying that that exists. Like no.
You’re right. But go on there. What distinguish the difference between

Tim Scarfe 00:04:58

potentially infinite and infinite.
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Keith Duggar 00:05:02

Well, potentially infinite is is a, let’s say, a procedure that can that can keep going
in principle for, you know, forever, but it may not ever I mean, you may never
get to the end. Right? So for example, time, like the flow of time in the universe
may or may not, you know, it may be potentially infinite. Like, the universe will
just keep going on and on and on, but it will never reach the end. Right? There
will never be an actually infinite, time span. And so that’s the difference. Like, for
example, if somebodywere to tell you that, that they had a register in a computer
that was, arbitrary precision, you know, then what that would mean is that this
thing could, as necessary, expand to to, havemore digitsmore digits of precision.
Whereas if they told you, no. I have a register that’s, you know, actually infinite.
That’s a very different kind of thing. Like, that’s that’s a thing that in a finite
amount of time can do an infinite amount of work, right, versus saying that this
is something that over an infinite amount of time, it can do an infinite amount of
work. So that’s really kind of kind of the point is do you like, in a single time slice,
do you have an actual infinity, you know, sitting there? And we don’t know how
to build that. Like, we don’t know how to build an actually infinite, you know,
register or but we do know how to build things that we can keep adding to and
adding to.

Potentially Infinite vs Actually Infinite Memory •

Tim Scarfe 00:06:37

So I felt that 1 confusion coming fromLeronwas the difference between theneu-
ral networkweights being a finite state automaton and the input being the finite
state automaton. Would you agree with that?

Keith Duggar 00:06:53

Yeah. I mean, there’s this and there’s this really subtle distinction, because as
I’ve said somany times, and I hate saying it every time I say it because it doesn’t
do justice to to Turing, and is that a Turing machine is just it’s nothing but a
finite state automata with an unbounded read write tape. And so you have to
think of that unbounded read write tape as like an extension, really, of its state
space. Right? Because it can go and modify it and read it again. So it’s basi-
cally, you know, it’s it can grow its state space to as large as necessary to solve
the problem. And that’s why that’s why it can explore, you know, an unbounded
set of computations, set of states, like, because it can keep expanding. Right?
And I think there’s there’s all and it’s become more apparent to me over these
lastmonths, right, debating this issue is that there’s always been almost like this
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kind of ambiguity or sort of unfortunate choice of language in computer science
wherewhere they refer tomachines as both amodel for a physical thing that you
can build as well as a notional mathematical model that maps to that as well as
a class of algorithms. Right? And so that leads to some confusion. And I actu-
ally hope to clear that up in the future or to present it in a way that makes more
sense. But, again, I think people have agreed. Okay. There’s a technical sense in
which this is right, but doesn’tmake anypractical difference. Right? And Iwould
100% admit I haven’t communicated enough or clearly enough,my view onwhy
it practicallymatters, And I could bewrong. You know? I don’t I don’t as yet have
I have strong opinions about it, but, at the same time, it’s it’s not as clear cut as
you know, it’s not as clear cut whether or not an LLM based system. An LLM
plus some Turingmachines plus some, you know, hash table it can read, write to
or whatever. The the capabilities of that system are much less clear. You know?
Okay. But another source of confusion is, you know, Liron asked you about the
human brain,

Tim Scarfe 00:09:16

and he said it’s a finite machine. And you said, yes, you accepted that the brain
is a finite state automaton, but it runs an algorithm, which is a Turing machine
controller. We can effectively expand our our memory, maybe even internally,
but let’s just use the the external version of that. So then you’re getting into this
kindofquite ambiguouszonewhereyou’re saying in theclassofTuringmachine,
sorry, in the class offinite state automaton algorithms, there are 1 kindwhich can
expand itsmemory, and then there’s anotherkindwhichcan’t. Andyou’re saying
the types of algorithmswhich are learnable on, let’s say, a languagemodel, a bog
standard language model, are not the kinds that can expand their memory.

Keith Duggar 00:10:03

Yeah. And so here’s this ambiguity I was talking about because, in computer
science, you would not call an algorithm. So if you have an algorithm which
is a pushdown automata algorithm or a Turing complete algorithm, you would
never call it a finite state automata algorithm even though the controllers for all
of those machines are finite state automata. Right? So so it’s this funny, you
know, it’s this funny ambiguity where, like, yeah, at the end of the day, all these
machines are a controller, which is a finite state automata, having access to, you
know, nomemory in the case of a finite state automata or a stack
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Algorithms, FSA Controllers, and the Training Problem •

Keith Duggar 00:10:50

or, you know, read write tape or whatever. Right? And so, yeah, there there’s
an ambiguity there. Andwhat I’msaying is in the space of all algorithms, there
are algorithms that utilize external memory and there are those that don’t.
And that currently when we train LLMs, they are trained in an environment
where, they don’t have potentially infinite read write memory. They often-
times have potentially infinite write write memory, like output. Right? But
not read write memory.

Tim Scarfe 00:11:27

Okay. I I got that. So what you’re trying to do is imagine there’s a diagram and
youhavefinite state automata and youhaveTuringmachines. And you’re say-
ing that rather thanpartitioning the spaceof algorithmsneatlybetween those,
clearlywe can take an example of a Turingmachine algorithm, because a Tur-
ing machine has this code book, which is the finite state automata. Mhmm.
And you’re saying in the context Yep. Of a Turing In the context of a Turing
machine, we call that algorithm a Turing machine algorithm. But all of the
algorithms that run on finite state automatas, so basic language models, you
you call those a finite state automata.

Keith Duggar 00:12:08

Yeah. I mean, that’s that’s my claim. Right? My claim is that they’re that
they’re the algorithms that we end up with when we train, these machines
where they’re set up to run as finite state automata, we end up training finite
state automata, you know, algorithms. Right? And I think and as I’ve said, I
think that there’s there’s more work I have to do there to convince people of
that fact, right, which is that it isn’t just it’s not just that they’re in construc-
tionfinite state automatabecause theyhave thesefixedwindows. Right? They
have these fixed context windows. But what I’m saying is that in addition, in
my opinion, the algorithms that we access when we train those things come
fromthe spaceoffinite state automata algorithms rather than fromthe state of
push down automata, you know, Turing machines, etcetera. Okay. And that’s
what that’s kind extra work I have to do. Right?
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Tim Scarfe 00:13:20

Okay. But to be clear, you’re saying that the substrate, so a a native language
model can, in principle it’s a similar thing to Eugen Schmidhuber was saying,
in principle, anRNN can be, trained to be a Turingmachine, but you can’t train
it with stochastic gradient descent. And he wasn’t just talking about the infi-
nite precision thing. I think he was talking about some other examples for
solving parity where they can be something more than what they are if they
are trained with stochastic gradient descent. Because the thing that confuses
me is look at how ChatGPT is trained now. It’s trained to do rag natively. In
fact, I interviewed Patrick Lewis. He’s the guywho coined the term rag, a deep
expert in rag. And he was telling me that’s how they do it at Cohere. When
they train their models, it goes into a special RAGmode, so it kind of tightens
up because there’s loads of things you need to optimize when you’re training
RAG. And they are training these models en masse to expand their memory
through an external store. So, and when I say expand their memory, let me
be clear. These things are not expanding their physical memory, but they are
bringing into their context things from the outside, and they are potentially
putting things out of their context to the outside. Now rag is a special case be-
cause I think it’s only bringing stuff in. It’s typically not bringing stuff out, al-
though there’s no reasonwhy it couldn’t do that in principle. So I’m I’m asking
you the question, how do you know that trainingmodels in this way wouldn’t
allow them to get into that space of algorithms, which you would call Turing
complete.

Keith Duggar 00:14:54

Okay. So and and and I’m gonna kinda skip by because I I knowwe don’t wanna
get bogged down, like, in thewhole thewhole debate. So I’ll try to skip past some
things and just say, look. There’s a lot of work that needs to be done to kinda
clean up, the language here. You know? So I’ll I’ll just say this, which is, as far as
I know, theway inwhich RAG is trained never has a a closed loop. Like, it doesn’t
both write data to the database and read data that it’s written to the database.
It may do a retrieval of some data, you know, Internet search or whatever and
kind of run through that. Right? Auto autoregressively sort of just, like, pass
through that as part of its context and build up some hidden state and, like, do
something, but it doesn’t close that loop. So it doesn’t both read and write to the
same unbounded store. But as I’ve said, like, so many times, if you if you alter
your architecture to where you do have that, like you do have this closed loop
of the ability to read and write to an unbounded store, then you have a Turing
machine, and then you had the potential of training or finding algorithms, let’s
say, from that larger space of, Turing machine algorithms. But as far as I know,
like anybody who’s attempted to train such systems, fails. And I mean, because
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you you run into, like, really basic problems. So for example, let’s suppose I’m
trying to train such a machine. Alright? Like, I’ve set it up. It can read and write
to a database, and I start and I start running the algorithm. Now in order to do
training, right, I have to run it until it gives me an answer. And if I want to be a
Turingmachine, I need to allow for it to run for someunboundedamountof time,
some unknown amount of time. Right? Like, it has to generate a stop token. It
has to say I’m done now. Here’s the answer. Okay. So I go to train it. I start
running the thing. And, you know, I’mwaiting, and it doesn’t stop. And I’m like,
alright. It’s, you know, been 5 minutes here and it hasn’t completed yet on this,
this sample, this batch. Right? Like, what do I do? Do I let it keep running, or
do I prematurely terminate it and throw that run out? What do I do? So this is
the problem is the Turing algorithms can run for an unknown amount of time.
They may never halt. So you’re immediately faced with a very difficult problem
during training. Right?

Tim Scarfe 00:17:23

Yeah. I’m glad you said that. So the problem is during training. So you could, the
whole stopping

CanWe Train on Turing Machine Programs Directly? •

Tim Scarfe 00:17:30

token thing, that’s an artifact of RLHF. So we teach them to stop. We teach them
to prefer a certain verbosity and length and so on. Certainly when you just train
languagemodels just on the the rawdistribution of text, you can just you can just
run them forever. And they never say stop.

Keith Duggar 00:17:50

Well, I mean, in order for it to halting, stopping is a basic a basic requirement
for for algorithms. So for a Turing machine to to to do what’s called decide a
problem, it has to halt and give an answer. It has to halt and either say yes or no.
Right? And so there are many mechanisms by which you can indicate that the
computation is done. You can have a special you can have special states that you
enter. Right? Like, if I enter the halting state or halting state 6 or whatever, it
doesn’t matter. Like, then then I’m done. Or you can write some special thing to
the tape. You can you can say, like, you know, here’s the answer, or the answer is
between a and b. You know? Open paren, close paren, whatever. But you gotta
have some way of indicating that the computation is is done somehow. And and
here’s the problem during training is exactly what I said. How like, if it hasn’t
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halted yet, what do I do?

Tim Scarfe 00:18:53

Yeah. Okay. But I think we’re kind of conflating 2 things. So on the 1 hand,
we could talk about today’s language models that are trained on internet data,
and we can hypothetically imagine that there’s some kind of transfer between
that manifold and themanifold of Turingmachine programs. Another thing we
might do is let’s just throw it all away and start again. Right? So why don’t we
create a massive dataset of Turing machine algorithms? Some of them will halt
and some of them will not. Now, I believe there’s some interesting structure of
Turing machine algorithms. It’s fascinating to think about what that structure
is. Andwhatwemightdo is justheuristically runawholebunchof those sampled
programs, because we could build a generator or maybe we can be a bit smarter
about it. We can create these little units of Turing machine components that
crop up all over the place, because I think that there is it’s it’s like Francois Cholet
said with the kaleidoscope hypothesis, right? That there’s all of these priors of
the universe, and then they additively compose together to produce the kaleido-
scope, and intelligence is reversing back from that kaleidoscope into the priors,
went into it. Theremust be something similar inTuring space, and this is related
to Chomsky’s ideas about nativism and so on. There’s probably like a nice set of
primitives that could compose together in an interestingway, andwe could gen-
erate a bunch of Turingmachines based on those primitives. And some of them
would halt and some of themwouldn’t, and that’d be a very interesting structure
there. And maybe we already run them, so we know if they halt or not, and we
build a large language model on it and we get this manifold of Turing machine
programs. And then maybe we try and map that manifold to the manifold that
already exists. But that I think would be an interesting thing to do.
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Keith Duggar 00:20:41

I mean, I agree. It would be it would be very interesting. And this is where this is
where this falls in the category of what I’ve been saying for a long time, which is
we don’t yet know how to train from a very rich space of Turing complete algo-
rithms. And somaybe theproposal you justmadewill be a pathway towards that.
Right? Maybe that’s not evenmaybe we don’t even need to do thatmuch human
humanengineering. Youknow,maybe if somebody just finds some clever tricks,
some some improvements to SGDor some alternate, you know, hybrids of of that
plusneural evolutionoror something like that. They’ll they’ll findways to search
the space. Right? And I totally believe that that’s possible. I’m just saying, em-
pirically, so far, and it’s kind of an empirical question. Empirically, so far, you
know, people have failed, and it’s a very fascinating and, you know, interesting
result. Like, why? Why is it so hard? There may actually be some deeper truths
there, and I don’t know. It’s it is a fascinating question.

Tim Scarfe 00:21:55

The space of Turingmachine programs, of course, is is infinite. Right? Ormaybe
you would say potentially infinite.

Keith Duggar 00:22:02

Countably countably infinite. Countably infinite. Yeah.

Tim Scarfe 00:22:07

Yeah. Because I guess the broader problem in AI is overcoming ambiguity and
searching. Because it seems that we wouldn’t need to sample all of those Tur-
ingmachine programs to come upwith some statistically salient algorithm. But
maybe that’s not the case. What what do you think?

Keith Duggar 00:22:28

I think it’s a big mystery.
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Hybrid Systems, Scaffolding, and Novel Programming •

Keith Duggar 00:22:30

I think it’s a big mystery. So and and here’s where I may be, like, woefully out
of date with a computer science knowledge. So if I am, I apologize. And, actu-
ally, if anybody out there can can educate me on on this, I would I would love to
knowmore, which is as far as I know the last time the last time I looked into this,
we know so very little about the space of of algorithms. Right? Of of the Turing
Turing complete algorithms. We just don’t knowa lot about them. I think there’s
sort of a few a few facts that are known like, you know, most most algorithms,
never halt or or, you know, or or this this type of thing. We know that it’s count-
ably infinite, that type of stuff. But I think in terms of the structure of the space
of all algorithms, either a lot a lot isn’t known or or I’m not up to date on the lot
that is known, but I think it’s it’s fascinating. I I think there could be Yeah. Lots
of interesting structure there, especially if if, like, you say, you know, you men-
tioned this this this language earlier, b f. I’m just gonna call it, the b f language.
Can spell it out if theywant to. And it’s it’s like the simplest kindofmapping from
a Turing machine to a programming language. You know, it’s got, like, charac-
ters for move left, move right, right something, kind of open a a block, close a
block, and, like, that’s about it. You know, not not much more than that. That’s
why it’s called b f because if you ever tried to write a program in it, you’d you’d
wanna quit really soon and go go find something else to do. But maybe maybe
and, of course, we have our own. We have our higher level languages. Right? But
the curious thing about the vast majority of programming languages that we’ve
developed is that if you just generate strings in that space, most of them are not
valid programs. Right? Like, you have to kind of follow some type of a grammar
in order to generate valid programs. And even if you follow that grammar, the
vast majority of programs are, like, probably pretty useless. They’re like bugs or
they just, like, don’t do anything or they infinitely loop. You know, what if some-
body could come upwith a and I’d love if if any work’s being done on this, please
please letme know. But what if somebody could come upwith a language where
almost every single program you generate is a useful program of some kind?
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Tim Scarfe 00:24:59

Yeah. Thatwould be cool. A couple of things on that. Do you rememberwhenwe
spoke with Daniel Roberts fromMIT? And Daniel, I’m sorry we haven’t released
your show yet. We we will as soon as possible. Whenever there’s a lag releasing
a show, it’s because of love and care on on my part because I wanna do a good
job of it. But he was talking about quantum field theory. You are bit of perfec-
tionist sometimes. I am. It’s the curse of perfectionism. But we’re not gonna
do that on Keith and Duggar’s philosophical steakhouse. We’re just gonna stick
them out. But no, he was saying, you know, in quantum field theory that they
also have this ridiculous blowup of particle interactions and so on, the way they
reduce the complexity are these kind of heuristics like sparsity and locality and,
symmetry and whatnot. And, you know, as you say, we could just enumerate all
of the possible combinations of the space. Most of that wouldn’t be valid Tur-
ing machine programs, but, you know, also there are many, many abstractions
on top to, you know, write a generating function of useful Turing machine pro-
grams. But then I’m asking the question, well, we keep coming back to this on
MLST that there’s no true Scotsman, that we need to go to the fundamental level
of computation. Wolfrum talks about the Rulliad and these kind of graph cellu-
lar automatons. We’re talking aboutTuringmachine space, butwe also are guilty
of talking about the same kind of thing with agency. Oh, you need to have the
low level particle dynamics. You need to have the the real ontological particles.
There’s no point having some higher abstraction. Because if you look at what
Charley is doing and the folks advocating for discrete program search, they’re
kind of saying, well, forget about the Turing machines. Why don’t we start with
something that we believe to be fundamental? And those are Spelke’s cognitive
priors, this core knowledge. So if you start with the premise that there is core
knowledge in the universe, maybe not the universe, but our our minds. I’m I’m
not sure if that’s a distinction which matters in this case. But if you start from
some structure and youwrite a generating function over that structure, which is
what Chole advocates in the ARC challenge, would that be good enough?
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Keith Duggar 00:27:01

I mean, this is there there’s so much I have so much, that’s so appealing to me.
That approach is so appealing. Right? And I think this is pretty similar to what
WALL EADSUBBA, you know, tells us too. Right? Which is that there are these
universal templates and and, you know, if if we’ve got enough of those and if
they’re they’re well specified enough, then yeah, you can have these grammars
that generate super useful algorithms. So definitely, I think there’s a lot of appeal
there. I know that I know that it’s criticized a lot and people, you know, say, well,
it hasn’t worked or or this project failed or that project failed. But I I do kind of
feel that those may be a very interesting path forward at some point. And, actu-
ally, I think, if I were to guess if Iwere to guesswherewe’ll end up some long time
from now, like 50 years from now or more, is we’ll have hybrid systems. Right?
So there’ll be components that we’ve trained, constructed, generated, whatever
it is through thosemechanisms. There’ll be components that are handcrafted by
humans, and then therewill bemachine learned components that we’ve learned
how to put together in an interoperative way. Right? That’ll probably really be
the future of of, artificial intelligence if I had to guess. You know, like, the pendu-
lumwill swing. Eventually, people will, like, it will kinda plateau in what we can
do with stochastic gradient descent and ever larger massive, you know, train-
ing data centers. And then, you know, the the sort of DreamCoder on program
synthesis and art challenge and SPELCI and and template type approaches. We’ll
start to producemore andmore, and thenwe’ll figure out we still need a little bit
of human ingenuity tomake sure they’re all working together well. So, yeah, I’m
I’m big fan of those approaches.

Tim Scarfe 00:29:03

Yeah. And it gets back to the functionalism discussion. We’ll we’ll touch back on
this again when we talk about cell, but there’s always this notion of the universe
is hideously inefficient. You know, it’s created these beautiful kind of recursive
minds that we have. And we have all of the priors that help us understand the
universe and how this happened. Imean, we can talk about the evolution of lan-
guage and cognition and nativism and so on, but it’s very, very mysterious, but
we know it was a very kind of long drawn out inefficient process and, you know,
evolution had a lot to do with it. But then there’s the question of, okay, well, now
maybe we could design something which does the same thing. Right? And and
that’s kind of what functionalism is talking about. It’s saying if if we could de-
sign a systemwhich performed the same abstract functions as the thing that we
did, and it and it has the same behavior, then it might be isomorphic. Now, of
course, someone like John Searle would say, well, there’s an ontological differ-
ence. There’s a difference in the the causal structure. Even actually in function-
alism, there’s huge debates about what kinds of causal structures you need to
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maintain. Like Chalmers, for example, he says that, you know, there are certain
counterfactual trajectories and you need to have a very rich causal structure in
order to create a good enough simulacrumof the real phenomenon. But the point
is though that I I think I believe this, that there are probably uncountably many
other configurations of systems which would be as if intelligent. And it’s it’s it’s
kind of like the no true Scotsman argument to kind of say, well, that one’s not
really intelligent or that 1 is intelligent when in fact, in basically every situation,
they behave in the same way.

Keith Duggar 00:30:51

Yeah. And and this is kind of what happened in our Discord. Right? Because
fresh off the fresh off the the episode that we did on whether or not o 1 could
reason, which which led to all kinds of debate and and, abuse on YouTube and,
you know, and Leron’s response and me going over there. In parallel to that in
our Discord, somehow, and I forget how it was. I forget howwhat the origin was.
We pick it back and trace it. We got into this huge, you know, I don’t wanna call
it a flamewar, but this huge internalMLSTDiscord debate about John Searle and
the Chinese room

The Chinese Room Argument •

Keith Duggar 00:31:30

argument because Imentioned Imentioned the Chinese room argument. Right?
And and 1 thing that happened, like, early on in that debate is is people accusing
slash mischaracterizing Searle is saying that he denies that a machine can un-
derstand. And in fact, that’s the total opposite of what he said. He you know, he
he’s been saying this whole time, right, that the only thing that can understand
are machines. Right? And that we’re a machine, and the current and currently,
the only examples of things that can understand are biological machines. Okay?
And but that doesn’t mean you couldn’t build a different kind of machine. Like,
his only claim is that it has tobe amachine. It has tobe it has tohave a realization.
It has to have, like I mean, I I think the correct term too is embodiment. Right?
Like, it has to have a physical realized embodiment or not. Maybe not. Let’s just
call it a realization. We’ll get into embodiment later. And that realization has to
have some sufficient causal structure. Right? As you as you said, like an internal
causal structure. He’d he’d as far as I know, he doesn’t exactly specify, like, what
that internal causal structure is or should be or orwhatever. He’s just saying that
it has to be there. So you can’t just have, like, an ethereal algorithm that’s kind of
running ethereally on on some substrate that doesn’t have that causal structure.
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You’ve gotta have this realized causal structure. And and I agree with that. And
I also agree with you and Tim that there can be many different forms, or many
different substrates upon which we could build that that causal structure. Yeah.
Maybe and and maybe there’s more than 1 causal structure. It’s like, okay. This
causal structure is sufficient for understanding. This alternative causal struc-
ture is sufficient for understanding. There may be a whole bunch. Right? And
and there may be a whole bunch of different physical ways in which you can re-
alize that causal causal structure, but it does have to be realized.34

Tim Scarfe 00:33:44

So John Searle is quite possibly the most misunderstood person or philosopher
on on the planet. I think the Chinese room argument is probablymisunderstood
by about 99%of people on online. You’ve pointed out a fewof the the confusions,
you know, some people say that he is saying only biology as amachine substrate
can give rise to consciousness and therefore understanding. And he doesn’t say
that, as you said, he says it’s the only existence proof. And I’m not a huge fan
of the actual Chinese room argument itself. I think it was a product of the time
and he was talking about semantics. So the broader theme is he’s talking about
certain patterns of physical causation. And that’s, you know, many theories of
semantics are basically talking about certain patterns of physical causation. So
there are things that happen in theworld and all of these chains of causation end
upmaterializing, well, yeah, notmaterializing, but end up being in in yourmind.
And those those links form semantics and and how you understand the world.
And he’s pointing out this Chinese room argument as an example of the deteri-
oration or or the, you know, how those links can be broken. Now, our friend Jez
in the Discord, server, he said, well, Searle’s argument is not a theory of seman-
tics. So what’s the purpose of this? It’s not telling us anything about semantics.
I wanna learn about causal theories of semantics. And Searle is just giving an
example of why he thinks this particular situation doesn’t have semantics. And
then I think he pointed to Nagel’s Bats, you know, that wonderful essay from
Thomas Nagel. And of course, that’s not really a theory of consciousness either.
That’s a very similar thing. It’s just talking about in a particular inconceivable
situation, howwewouldn’t be able to understand what another conscious expe-
rience is, but it’s not really talking about what consciousness is. The other thing
that John Searle is misrepresented on is people call him a dualist, and he’s not a
dualist. Right. He’s a physicalist. He thinks there’s 1 ontological substrate, and
maybewe’ll get onto that in aminute. But it’s, yeah. I I thinkhe’smisrepresented
by a lot of people.

3Minds, Brains, and Programs— paper
4Chinese Room Argument— concept
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Keith Duggar 00:36:01

Yeah. I think, I think I’d rank him up there right next to to Chomsky in terms
of being misunderstood and and misrepresented. And, you know, you wonder
sometimes about the sociological phenomenon that that caused that that caused
that to happen. But I think, yeah. And and Jez, I love Jez. Having him in the in in
our Discord is a real, you know, privilege for us because because he’s Yeah. Just a
precise thinker and and seems to know, like, some ungodly amount of, philoso-
phy knowledge. And and I on the 1 hand, okay, I I I finally was able to to see his
point. I don’t think it’s fair. I see his point, which is his point’s kinda like, okay.
There’s the Chinese roomargument, but it has all these, you know, problems and
it doesn’t really provide a theory and, like, you know, it’s it’s almost like he’s say-
ing it’s a teaser, but he and and therefore, it’s not really worth thatmuch because
it’s just a teaser for where, like, where the real work, you know, needs to be done.
But but I think you have to understand that a lot of times Imean, that philosoph-
ical article and by theway, Tim and I are big fans of, the Stanford Encyclopedia of
Philosophy. Right? And even it says, and many philosophers that are that, let’s
say, oppose, maybe the the resulting intuitions of the Chinese room argument
admit that it’s 1 of themost important arguments, like, evermade in philosophy.
Right? I think therewas a jokewherewhere somebody and I’d have to lookup the
reference, but itwas hilariouswhere he said, you know, basically, thefield of cog-
nitive science can be defined as the field which tries to prove the Chinese room
argument false. You know? So so I mean Yeah. It’s an existential crisis. Yeah.
And so I don’t I don’t think it’s fair to just ignore that. Like, it’s it’s a very good
argument because, or there’s a sense in which it’s a good argument because if
you tell it to a person, it allows them to kind of immediately and intuitively grasp
that there’s a question we need to answer. Right? And a lot of times I’ve heard it
said that that philosophy is really 1 of the biggest toolswe have for decidingwhat
questions doweneed to ask. Where are the unknowns? Like, where are the holes
that we need to poke at? You know, the threads that we need to pull. Right? And
so the Chinese room argument makes it viscerally clear that there’s something
we need to we need to think about here. And, actually, we should we should say
what the Chinese room argument is. Do you mind? Because I’m sure we have
a lot of listeners who may not may not know it. So just and I’ll and I’ll just, you
know, be brief about it, which is, you know, John Schirle says, imagine imagine
there’s this, you know, room. Okay? And inside the room is a guy with a bunch
of books and and and, you know, rule books and and dictionaries and sort of all
kinds of things. Okay? That that allow them to map sentences given to them in
Chinese, okay, into answers or other sentences given in Chinese. So for exam-
ple, a Chinese person can walk up to this room and it’s got a little squawk box
or a little, you know, thing that can slip a a note under the door with with some
statement in Chinese or a question, and he’ll do this procedure, this algorithmic
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procedure to produce a result, and he’ll give it back. In this room, imagine that
it’s just, you know, it’s it passes the Turing test or whatever. Like, people slip
notes under there. They get them back, and and they think that these are com-
ing from, you know, from a a person who really understands Chinese. And his
point is it’s obvious that this room doesn’t understand Chinese. It’s a guy who
has no clue anything about Chinese. He’s just performing this sort of mechani-
cal algorithm. If somebody slips under the door or the crack there a joke, okay,
he’s gonna translate it into, like, you know, some answer like, That’s really funny.
He’s not gonna be laughing at all. He’s gonna have no understanding that that
was a joke. Right? And so this argument Yeah. Is immediately obvious to people,
which is, yes, something’s missing here. Something is missing in terms of un-
derstanding. And that setup, that Chinese room setup has been used to explore
many other, you know, cognitive, cognitive, aspects like consciousness, inten-
tion, intentionality, etcetera. Right? I mean, I think it’s a great argument for
bringing about that intuition that there is a question that needs to be answered.

Tim Scarfe 00:40:37

We’ll get back to the, decomposition of kind of cognitive functions in a bit, be-
cause that’s very interesting. Because in theoriginal paper, hewas talkingmostly
about intentionality, butwhen youUnderstanding. Read his laterworkThe orig-
inal penwas all about understanding. Yeah. Yeah. Oh, I think it it was intention-
ality and understanding, if I remember correctly. But we can we can go back
and have a look in a minute. But but my point is is that you can actually, you
can swap those words out for things like agency and consciousness. Certainly,
there’s a wonderful talk which we’ll reference now on the screen, which is John
Sole talking at Google aboutmaybe 12 or 15 years ago. And I do recommend that
you folks at home watch that talk if you actually wanna understand what John
Searle is talking about because he’s he’s super duper clear in it. And 1 thing that
struck me in that talk actually was is very, very instructive. He said he knew he
knew that his dog was conscious, not because of its behavior, but because of its
mechanism. It had eyes and it had amouth. Right? And and it was amechanism
much like his mechanism. And, of course, the broader point of is that it’s physi-
calmechanismswhich give rise to patterns of physical causation, which give rise
to our consciousness. Because to Keith’s 0.1 minute ago, the reason why Searle
in the room didn’t understand was because there’s this phenomenal, which is to
say there’s this conscious experience possibly of of laughter. And if you break
the, you know, that causal patterning, so if if the conscious component is is not
there, then of course, youwouldn’t have the complete understanding. Therefore,
you you wouldn’t understand. So it’s very interesting to kind of distinguish this
kind of function and behavior from the mechanism. Because when we spoke
with Murray Shanahan, he said, well, I can feel
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Searle on Physical Realization and Causal Structure •

Tim Scarfe 00:42:30

if something is conscious if I share, a physical environment with them and the
behavior is kind of intelligible in a certainway, then Imight intuit that that thing
has consciousness. And of course, this is quite slippery because then you could
start talking about a large language model as if it had consciousness based on
based on its behavior. So professor J. Mark Bishop, he wrote a very interesting I I
think he was the editor of of a a review piece on the Chinese room argument. So
he’s been studying the Chinese room argument for about 30 years. And we had
him on the show a few times. I must admit, I think the first time I had him on
the show, I didn’t fully grasp this thing because I think this is a thing that takes
years of kind of reflection to actually understand. And, certainly, I think by the
second or third time I had him on the show, I I was starting to grok what he was
talking about. But his opening line, I think, the second or third time he came
on was this. He said, indeed, it’s my belief that computation cannot realize un-
derstanding deep mathematical insight or consciousness, and hence, that there
exists a gap, a humanity gap between that which can be achieved by computa-
tional processes alone and thatwhich can be achieved byhumans potentially us-
ing computational tools. 3 a priory philosophical arguments, John Searle’s Chi-
nese Room, Lucas Penrose’s argument, and his own minor contribution to the
debate, the dancing with pixies reductio, and we’ll talk about that in a second,
underpin this claim. He said that if any of these arguments hold, then an un-
bridgeable ontological gap between computation andmind is firmly established.
Well, aside from a diet of too much dodgy sci fi, he said he believed a deep con-
fusion between epistemic concerns, for example, how we as humans might es-
tablish if a sister or brother had understood our words or was feeling pleasure or
pain, etcetera. And ontological, for example, how we might actually instantiate
consciousness, pleasure, or pain in a machine, lie at the roots of this widespread
quasi religious belief that computation can actually realize cognition. He said
he suggested that any commitment to what the American philosopher John Sell
famously termed strong AI, the view that suitably programmed computers can
actually understand natural language or generally instantiate any other mental
capabilities of the humans whose behavior they mimic is quasi religious. And
hewent on to talk about, you know, computational processes can nevermake us
milk or produce energy from sunlight or sadly make us rich. So, yeah. Beautiful
stuff.
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Keith Duggar 00:45:14

And I I agree with you, by the way, that I think the first timewe spoke to, profes-
sor Jay Mark Bishop, maybe I wasn’t prepared either to really fully ingest, what
he had to say. So it’s nice to go back and read it with a new a new lens and un-
derstand things understand things better. I think, and this is a this is a prob-
lem with with the language too because, Searle and I know this is gonna sound
weird. I know this is gonna sound really weird to us as, like, computer people.
Okay? But he distinguishes between compute and machine. Alright? So when
he’s talking about a computer, what he’s talking about is a kind of machine that
doesn’t have that sufficient causal structure, okay, to produce understanding or
consciousness or or whatever. Okay? He is absolutely not saying that there isn’t
a machine that we could build from some nonbiological stuff that could have
that causal structure. In fact, like, Jay Mark Bishop’s statement is maybe even
slightly stronger because he’s he is really focusing there on the on the human.
Right? And saying and you could almost read into that that we’ll never be able
to, produce that in some non nonhuman, you know, machine. I think we’re def-
initely far away from being able to do that. But but Searle is saying, no. We can.
Like, we can we can build a machine that can do that. It just has to have this
necessary causal structure. It has to have this realization with this necessary
causal structure. And, both of the you know, both Searle and and I think even al-
most kinda, let’s say, more beautifully there, J. Mark Bishop are getting at some-
thing which is really fascinating to me, which is, you know, on the 1 hand, we
have these beautiful equations and abstractions which did which do really well
at mapping to and explaining and predicting stuff that happens in the physical
world. Right? This is the the remarkable effectiveness or the unreasonable ef-
fectiveness of mathematics, if you will. And yet, on the other hand, we know,
like, we know in principle and in fact that these abstractions and equations do
not capture the whole story. You know, a mathematical model of a black hole is
not a black hole. A weather simulation is not weather. Okay? A computational
process simulating the human mind is not the human mind. There’s this gap.
There’s this gap between our abstractions, between our computations, between
ourmath and physical realization. And it’s fascinating. And I think this is where
it’s really largely unknown, and there’s so much work to do there to better un-
derstand that. But I think you, you know, you have to accept that there’s this gap.
I mean, the arguments for that are just too strong.
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Tim Scarfe 00:48:15

Yes. So the 2 major components to and by the way, I agree with you that Bishop
probably is actually takinga strongerposition than thanSearle did, butwe’llwe’ll
come back to Bishop in a second. But yeah. So Searle is saying that we need
to have physical realization in order to maintain With the the necessary causal
structure. With the necessary causal structure. Yep. Precisely that. So the the the
core of it is there needs to be a necessary causal structure. And he’s saying, I be-
lieve that somekind of physical realization is necessary for that. There’s another
component to his discussion, has led to accusations of him being a dualist. And
that is basically this, that he thinks that the correct physical instantiation and
therefore the correct physical cause or structure gives rise to consciousness, and
he’s amaterialist. So he only thinks there’s 1 physical substrate, but he hemakes
the case that, this this consciousness is subjective. Now, of course, we can refer
back to Murray Shanahan’s view on this. This is capital s subjective, but not in a
dualistic way. So it simplymeans that you, as an observer, you do not have privi-
leged access towhat is inmy consciousness. And that’s part of the reasonwhyhe
thinks that whenwe kind of simulate, cognitive processes inmachines, because
they wouldn’t have access to this special subjective experience, they would not
have the full fidelity of understanding. Now, don’t think Saul explicitly said this,
but I think he’s basically making the argument that our consciousness strongly
emerges from a certain physical instantiation and causal structure. Maybe you
can explain what that means.

Keith Duggar 00:50:08

Yeah. And this is this is a super controversial super controversial topic here, you
know, strong strong emergence. You know, is there such a thing? Does it exist?
So I’ll putmy cards on the table and say that, I believe that bothweak emergence
and strong emergence, are are real phenomenon. So let’s let’s talk about what
thosemean. So in general, what emergentmeans is that, you know, if if you have
a bunch of parts, okay, like a bunch of molecules, for example, and let’s suppose
thesemolecules follow, you know, laws, like the laws of statisticalmechanics, for
example, and you and you put them together that it’s possible for the whole, the
sum of enough parts to exhibit behavior dynamics,
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Emergence, Wolfram, and Computational Subjectivity •

Keith Duggar 00:51:00

if you will, that are just fundamentally different, from what the individual parts
do. And strong emergence would say it’s possible for them to exhibit behav-
ior that is not even derivable from the behavior of the parts. Okay? Now, like,
physicists, I I I don’t knowwhat I haven’t done a survey, so I don’t know. But, you
know, if you you talk to most of them, they’re they’re really strongly or the ones
who are vocal, let’s say online, are very strongly reductionist in the sense that
they’re like, nope. You know, the standardmodel, all, like, all I need is a standard
model, and I’ll be able to, like, compute everything and derive everything. Except
they’re really they really can’t. They can’t do it in any remotely practical sense
whatsoever. Okay? Like, poor quantum mechanics guys, like, they can’t even
really compute past what? Helium? You know, when they when they try to go
beyond, like, toomany toomanyparticles, they just get totally slammedby com-
putational problems. And they’ll come in and say, yeah. Yeah. Okay. Fine. Like,
none of my computers can do it. But in principle, I could. You know, in principle,
could. And the fact is, even in principle, they’re like all the theories we have, all
the effective theories I’ve ever seen, they at least have points where they break
down. Okay? They have singularities that crop up when you try to apply, like,
you know, the integrations or the effective theories. And as soon as you have a
singularity, what comes out the other side is is undefined. So inmy view, I think
it’s true that there are both computational barriers as well as in principle analyt-
ical barriers that we cannot cross. We can’t get from this side of parts to that side
of of the emergent behavior. Right? I think that this is possible at least. So if you
take something like, you know, a a good example is, you know, fluid mechanics,
like the the behaviors of vortices andwaves and the and the the giant, you know,
red spot on Jupiter and and things like that, and then you keep going up and up
to life itself, you know, life as an emergent phenomenon, or gliders in the in the
game of life, these type of, you know, little things that that stay stable andmove
around. And it’s like what Friston talks about, things that have these Markov
boundaries and these these sort of stable, dynamic attractors that that form like
a thing, you know, that can kind of persist persist over time. All those things are
definitely weakly emergent. Some of themmay even be strongly emergent. And
a lot of people who are even opposed to to strong emergence in general when
faced with consciousness, like, you know, maybe accept that, okay. Fine. That’s
the only strongly emergent behavior. Like, I think we Chalmers said this to us.
Right? He said, like, yeah. I’m not really sure about all these other emergencies,
but but consciousness may be may be the only example of a strongly emergent
behavior.
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Tim Scarfe 00:54:08

Yes. Quite an interesting analogy with with Searle. I mean, of course, they have
a completely different ontology. I mean, Chalmers has a has has an informa-
tion ontology. I mean, the the weird thing about Searle is he’s actually quite no
nonsense. I mean, if you actually take the time to understand what the hell he’s
talking about, it’s it’s surprisingly no nonsense. And you said something very
interesting there, which I think we should say for our agency discussion, but I
believe that agency is also physically realized. And there’s a distinct difference
between the type of agency we have in in the real world and and simulated, but
maybe we can save that. But the other thing you said, is there are many bound-
aries of subjectivity, and this is very important for building AI systems. Wolfram
is hinting at it when he talks about, how we are computationally limited as ob-
servers. This argument from Searle is another great example of that. And this
is all just pointing to how it might not be possible in principle to simulate many,
many things, in a computer. I wanted to touch on, Bishop’s dancing with Pixies
reductio before wemove on. So that was that was his main contribution. So5678

Keith Duggar 00:55:17

that’s 1. Go go on. Can jump inwith 2 can I just jump inwith 2 things? So in or
actually not in preparation for this, but as a result of that debate in ourDiscord,
I watched that that Google talk, Searle’s Google, you know, Google talk, which
I hadn’t watched before. And I agree with you. There there’s this this element
of no nonsense pragmatism to him because I didn’t know the story he told at
the beginning where how he got down this whole rabbit hole in the first place
is, you know, I guess he wasmaybe leading a research program at some point
long ago, and he kinda walked over to the, like, let’s say the, you know, the
cognitive science team or whatever. And he’s like, hey, guys. What’s up with
this consciousness thing? How come you guys haven’t solved this problem al-
ready? Right? And they’re like, yeah. No. No. No. No. We’re not really working
on that because it’s not science. And and that kinda set them off on this path.
Like, wait a second. Why, you know, why isn’t this science? Like, what are you
talking about? And and I want to also comment on, Stephen Wolfram. I re-
ally and what’s the phrase he uses? It’s a computationally bound. Right? Isn’t
that the Yeah. The terminology? It’s absurd theory. Computationally limited
computation. I think it’s such a cool, framing of it. It’s it’s really interesting,
you know, saying how any time obviously, let’s suppose for the sake of ar-
gument that well, certainly, the universe is manifesting a computation. You

5J. Mark Bishop onMLST— video
6Dancing with Pixies— paper
7Artificial Intelligence Is Stupid and Causal ReasoningWill Not Fix It— paper
8Searle Google Talk— video
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know, it’s unfolding as a computation. I even think it’s a hypercomputation.
But let’s suppose it’s not a hypercomputation. Let’s just say it’s some Planck
scale or sub Planck scale, you know, pixel simulation, like, The point is it’s this
Imean, you can’t even fathomhowcomplex that computation is. It’s obviously
so many orders of magnitude. I’m not even sure higher than the computation
that’s happening in your brain. And and it’s fascinating to me this point that
Wolframmakes that somany of the things that we the abstractions we create,
the the laws that we find, the science that we do, the behavior that we observe
is is due to this fact thatwe’rewe have thismuch,much less computation than
the phenomenon that’s unfolding, youknow, before us. There’s it’s like they’re
compression artifacts. Like, in a sense in a sense, all our scientific theories are
compression artifacts. I mean, tome, it’s just fascinating. And and, you know,
that’swhy I’malways excited to seewhatheputs out. Thoughevery time every
time StephenWolfram publishes something, like some article or blog post, by
the time I get to the end of it, because it’s really massive, I get to the end and I
and I’m reminded of, like, how little I’ve accomplished compared to him. Like,
how does he produce all this stuff? I don’t know.910

Tim Scarfe 00:58:04

Yeah. That reminds me. There’s a really good article by, Stephen Wolfram on
recursion. And the last third of the article, he’s, citing, Godeleschebach and
and Hofstadter. And I think there was actually a formulation of this in Gode-
leschbach, like a simple recursive function and studying how it could give rise
to these structures. It’s actually kind of similar in principle to how a cellular
automaton works. And then, Wolfram did a whole load of different examples
of this and he kind of saw there’s this branching factor and sometimes you
get cycles back and sometimes youget these amazingly beautiful patterns and
then they weirdly stop for no apparent reason. And there’s this whole space of
computation, which is fascinating. I don’t want to spoil the surprise on that
because Wolfram is actually going to come on and we’re going to discuss that
with him. But it also, has echoes of our fascination with recursivity and the
recursivemind. I think there’s a lot to be said for that. And also Keith, what do
you think about this concept of computational subjectivity, given that we are
Turingmachines? If you thinkwe are Turingmachines, thenwhy in principle
would there be computational subjectivity?

Keith Duggar 00:59:18

Well, at the moment, I have a very simplistic view on that. And and again, for
anybody listening, you should always take my simplistic views as as potentially

9Nestedly Recursive Functions— paper
10Godel, Escher, Bach: An Eternal Golden Braid— book
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just ignorance. Right? Like,maybe Ihaven’t thoughtdeeply enoughabout some-
thing, and so I’ve reduced it. Youknow, I’ve done the reduction thing that I some-
times rail against. I’ve reduced it to something simple for now. It’s it’s almost like
a placeholder for me. It’s like, okay. I got this simple thing for now. Maybe I’ll
dive into it dive into it later. Okay? So so for for me at the moment, I kind of
agree with at least what I think is a fair representation of something Carl Friston
has said in, you know, a a blog post or or somewhere, which is that, let’s suppose
you’re a comp let’s suppose you’re a machine. Okay? Let’s suppose you’re a ma-
chine and you’re running a computation. Alright? And you start off without any
sensors or any any datawhatsoever on the computation you’re performing itself.
Like, you don’t know howmuchmemory you’re consuming or or what the tem-
perature of your CPU is orwhether or not a particular loophas been running for a
long time. Like, you just don’t have any kind of telemetry on your own computa-
tion. If you start hooking that up, okay, like you start having data and knowledge
about yourself and the computation that you are performing right now, right,
then when you get to a certain what Friston calls temporal and counterfactual
depth, okay, once you have enough once you have data from your own internal
activity processing causation that spans enough time, okay, both in the past and
the future, like your ability to kind of forecast out what you’re going to do. And
once you have enough counterfactual depth, once you’re able to think about al-
ternate paths and alternate paths that you could have done in the past, that that’s
you know, once you get far enough along that depth, you become self aware, you
you gain, you know, consciousness, andmaybe some other, you know, cognitive
aspects.

Tim Scarfe 01:01:28

Yeah. We should probably save some of this for our agency discussion, but we
did have a bit of a slightly different interpretation on that I remember because I
felt that hewas talking about the depth of nesting of theMarkov blankets, which
give rise to a kind of counterfactual depth of planning. So his thing is that you
are more of an agent when it’s as if you are planning more steps into the future,
so your planning horizon increases.

Keith Duggar 01:01:55

And when that happens Can we ask him? Could we cause you know, so fortu-
nate to have, yeah, I mean, we’re so fortunate to have him as a We should email
him. We should maybe email him, see if we can record like 5, 10 minutes of him
explaining this to us. That would be amazing. Yes.
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Tim Scarfe 01:02:10

But even that, I guess, is a form, if you thinkof it computationally, is is some form
of of recursivity. But he’s saying that there’s some kind of goalie of saying depth.

Keith Duggar 01:02:20

Yeah. Well, well, I mean, the the depth so the depth can be nested. So, I mean, I
see what you’re saying that there so I don’t know if the nesting if he thinks the
nesting is a necessary component, but, certainly, it could be it could be nested.
You know, if you have enough if you have enough depth and and and I guess in
some sense too, it it almost has to be because, you know, since since your mind
you know, 1 of themost efficientways inwhich you can do depth of computation
is recursion. And so it probably is nested, but it would be really interesting to get
his take on that and the degree to which he thinks nesting is a necessary com-
ponent, versus just an optional, you know, an optional or sufficient component.

Tim Scarfe 01:03:05

We need to get Friston back on. I think what we need to do, Keith, is I want you
here. We we need to get you in a room with Friston. Are you okay? Oh, I would
love to meet We’ve got a we’ve got a the thing is that, I mean, maybe I I can just
go in and film at his place

Friston, Self-Awareness, and thePath toConsciousness
•

Tim Scarfe 01:03:20

and we can do it over the internet or something. But I would love for us all just
to be in a room sipping a as you say, and discussing the meaning Yes. Of the So
but anyway, we’ll we’ll we’ll save that for our agency discussion. But there was 1
objection from Cog Champ on our Discord, seem to recall, and this was quite an
interesting objection. He was saying, yeah. Yeah. We need the physical causal
structure. And he was saying it’s like an oxymoron to say that computers don’t
have causal structure. So, youknow,wehave all of these algorithm. Imean, there
are books written about this, you know, like that the algorithms are affecting us
in in many ways. So they are somewhat, you know, maybe not agential, but but
they do have causal power on us. So if there is a space of causal power on us, why
could we not shape that space with the right algorithm?
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Keith Duggar 01:04:14

Well, I think it Imean, I thinkmaybe their cog champandandSearle andpossibly
us were talking past each other because Searle is saying it has to have a certain
causal structure, not just that any old causal structure will will do the job. Right?
And so, sure, computers, you know, a computer is a kind of machine. It does
have a causal structure. When it’s performing a computation, there’s obviously a
causal structure there. Otherwise, the computation wouldn’t work. Right? Like,
you know, the the transistor charges cause this, the clock cycle causes that. I
mean, so there’s a causal structure. I think, what Stroll is saying is that you have
to have the right kind of causal structure. There’s a particular causal structure,
and he doesn’t specify this, by the way. And this is kind of the weak point, or as
far as I know, he doesn’t specify this. This was the weak point that Jeremy and
Cogchamp, you know, Jez and Cogchamp point out. Right? Which is like, okay.
There’s a causal structure there. Like, why isn’t you know? Or he hasn’t told us
what the causal structure is. Totally fair. I mean, it’s Searle’s claim that there’s
a certain kind of causal structure. And so I think it would be highly unlikely,
highly improbable that the causal structure that we build into a computer into a
digital computer for purposes of, you know, carrying out a calculation. I find it,
like, pretty pretty astronomical that that would just happen to also coincide to
the causal structure necessary for understanding, intentionality, consciousness,
etcetera. And this is part of what is brought out in the Chinese room argument.
Like, people intuitively know that a bunch of gears that you’re sitting there, like,
just churning to topunchout, like, youknow, thenext conclusion to the sentence.
Like intuitively, we think it’s missing something. That’s the whole point. Right?
It’s missing the right causal structure.
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Tim Scarfe 01:06:08

Okay. So I think a fair interpretation then is so isn’t completely ruling it out. He
he thinks that there is something quite special about physical, realmechanisms.
Right? And that is likely to give this rich causal graph that couldn’t, know, that’s
not likely to be replicated with any algorithm on on the internet or or anything
like that. Because it does bring us to to the next adjacent point, which is, there
are, you know, linguists like Steven Piantadosi, and Steven’s written many pa-
pers saying that Chomskywaswrong and that languagemodels do learn seman-
tics. And he’s got this theory, which is called concept role semantics, and Jez is
very interested in this. And, you know, essentially, it’s saying that there is some
kind of causal structure, but it doesn’t actually need to be as physically mate-
rialized as we think. And there are internalist and externalist versions of this
because there’s always the problemwith having an externalist causal semantics,
which is to say, well, I can imagine abstract concepts. I can imagine unicorns.
I can imagine things that don’t necessarily have any analog in the real world.
And of course you could go the next step and you could say, well, maybe they are
composed of primitives, which do exist in the causal world. But there is a whole
school of thought that in a computer, if we just represent this causal semantics
graph to high enough fidelity, then the understanding threshold will be met.

Keith Duggar 01:07:42

Honestly, I’d at this moment, I’m not prepared to rule that out. Like, I I don’t
know that I can say that’s not possible for understanding. Okay? For for under-
standing. Yeah. I can’t, I mean, I can’t rule that out at at this moment. I think,
you know, there has to be a certain causal structure. Whether or not we can get
to that causal structure by virtue of just a special kind of program, like a com-
plex enough kind of program could be possible. And then if and then if it even
goes as far as to, consciousness, well, then we’re in a, you know, interesting sit-
uation. Right? Because it’s like, okay. I’ve got this computation now, which has
somehow met all the causal criteria for for, consciousness, and I suspend the
calculation. And so it’s just sitting there stored, you know, on a on a on a disk
drive now. There’s a bunch of, like, bits representmaybe I’ve been g zipped it. So
I’ve g zipped this file. Like, that file definitely no longer retains the causal struc-
ture. Right? Because it’s been compressed, and it’s not running. Right? But I can
rehydrate it as as now a conscious, you know, conscious being. So, that’ll defi-
nitely open up a bunch of interesting territory. I mean, I think clearly, definitely,
Bishop, I think, is arguing against this possibility if I understand him, you know,
correctly. I think Searle too, you know, probably thinks this is not not the case.
Right? I don’t know. I think it’s Okay. That’s a tough 1.
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Tim Scarfe 01:09:41

Another thing is I don’t think Searle explicitly has a position on internalism or
externalism, but I think people assume that he’s an internalist because he talks
about the brain. I think he believes that the brain alone, you know, so you have
the brain in a vat, and because of the special physical mechanism in the brain,

Causal Structures, Concept Role Semantics, andUnder-
standing in AI •

Tim Scarfe 01:10:00

that brain would be conscious, whichmeans there’d be some subjective compo-
nent. Butbasedonwhathe said in theGoogle talk, I thinkhe is, I guess thiswould
be technically embodiment, but there aremanydifferent brands of, or, youknow,
flavors of externalism, are pointing to there being cognizing elements outside of
the brain andmaybe the body and so on. He said that, you know, his doghas eyes
and amouth, and that contributed to thismechanism of it being a conscious be-
ing. So I think it’s reasonable to assume that he’s at least open to the idea of there
being like an external component to cognition.

Keith Duggar 01:10:37

Yeah. I mean, maybe That would be an interesting question as well. I think I
think my reading of it, and this is just my reading of it, is that he does require
a certain internal causal structure. Like, without that internal causal structure,
you’re not gonna have consciousness or understanding. And then, like you said,
I think, maybe he doesn’t require externalities, external, you know, causation,
but that but that there can be a part of it and or they can be a part in of of our
ability to know or to infer that something has, you know, consciousness. But for
example, I would bet just fromhaving read a lot of themand looked at, you know,
his videos andwhatnot, that if youwere toput thequestion tohim, does aperson,
let’s suppose a person isn’t necessarily in a coma, but they’re somehow totally
shut shut off from the outsideworld, but their brain activity is still is still normal.
You know, it’s like a dream type of state. Right? I think youwould still argue that
that person understands whatever language they learned natively, that they’re
that they’re even conscious, that, you know, despite the fact that they currently
have no external connections really, whatsoever.
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Tim Scarfe 01:11:58

So J. Mark Bishop, his contribution was this dancing with Pixies reductio. And,
and this I’m just reading a summary of it here, but it’s a critique of computa-
tional theories of consciousness that builds onHilary Putnam’s ideas. So the key
points are, 1, it targets claims that a suitably programmed computer can instan-
tiate general phenomenal consciousness or qualia purely in virtue of executing
a program. 2, it argues that for any computational system claimed to have phe-
nomenal states due to its program execution, we can map those computational
states onto, state transitions in any open physical system, like a simple counting
machine or even a rock. And 3, thismapping can be done for a specific execution
trace of the program with defined inputs over a finite time interval. 4, there-
fore, if the original computational system has phenomenal experiences due to
its computational states, then somust themapped physical system, which leads
to an absurd, he says, form of panpsychismwhere consciousnesswould be ubiq-
uitous in the physical system, little pixies dancing everywhere. The argument
aims to show that computational functional organization alone is not sufficient
for phenomenal consciousness. Now, is it such a reductio ad absurdum to say
that if we map a computational process to an open physical system, then the
open physical system would be consciousness. And that’s an absurd thing. Do
you find that absurd? Yeah.

Keith Duggar 01:13:32

So, I mean, Putnam’s Rock is sort of you know, the the original version of this.
And, yeah, I think it is absurd to say that a rock is conscious. But I think so there’s
a couple little, I don’t know, loopholes

Tim Scarfe 01:13:47

or, you know Not not not the rock. The the the overall,

Keith Duggar 01:13:52

you know, organization, would that be conscious? Well, but this is specifically
about, I mean, the rock or in the case of dancing with pixies, an open an open
system. Right?
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Tim Scarfe 01:14:05

Well, so so he’s saying take a cognitive process in your brain and represent that
as a series of, like, pipes and water and paper cups and and whatnot. You know?
Just just sort ofmap it to someopenphysical system. So it’s performing the same
computation. Then let’s imagine that that thing in the physical world that we’ve
just mapped it to is also conscious. Does that seem absurd to you?

Keith Duggar 01:14:36

Well, I just wanna clarify here. You can do that same mapping to a rock. That
was the whole point of, you know, Putnam’s Rock is that you could even map it.
Just forget about, you know, nice pipes and and, hoses and gears and things that,
you know, maybe are cool. Like, you can even just map it to, like, the this this
sort of atomic dynamics of a sufficiently large rock, right, to some subset of its
dynamics. And, yeah, I think that’s absurd. Like, it’s absurd to think that that the
rock has consciousness, and I think it’s, like, somewhat, absurd absurd to think
too as well that, you know, a bunch of gears and, like, whatever of of an arbitrary
structure that we mapped it to necessarily have consciousness. Right? We are
Fristonians.

Tim Scarfe 01:15:24

Right? We’re we’re Fristonians. So so Friston says that there exists certain dy-
namics and functional organization, which give rise to consciousness. So if we
if we say yes to that, thenwhy dowe say no tomapping a cognitive process to an
open physical system?

Keith Duggar 01:15:45

Well, I mean, so I’ll tell you why. Like, I’ll tell you where the I’ll tell you where
kind of the the, problem boundaries are in in that argument, which is that 1 1
thing I really like about the dances with dances with pixies, reductio ad absur-
dum, is that it does lay out very precisely the argument. And in fact, lays it out so
precisely that its own weak points are explicitly put in there. Okay? Which is it
says, if we if we pay careful attention to it, that for any finite period of time, you
can do thismapping. Okay? So, like, you can choose some finite amount of time,
a day, a year, or like a whatever.
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Consciousness,Computation, andPhilosophicalPuzzles
•

Keith Duggar 01:16:30

Right? In in principle, can do this mapping. Here’s the problem is that in what-
ever thing you choose and you do this mapping, suppose it’s an hour. Okay? An
hour plus Epsilon. Okay? An hour plus 1 second. Those 2 systems will have di-
verged unless theyhave exactly the same causal structure. And this is kind of the
key of what, you know, Searle’s pointing out is like, sure. I can take you know,
let’s suppose let’s let’s boil it down to, the absolute vacuum state of this prob-
lem, which is a Boltzmann brain in a vacuumand a Putnam, a large Putnam rock
in a vacuum. Okay? And so if we all say, yeah, the Boltzmann brain has con-
sciousness, you know, it’s conscious, it understands, it’s, you know, whatever
else. Okay? And then there’s the Putnam rock in a vacuum over here. And if
the Putnam rock’s large enough, I can map all the dynamics of the Boltzmann
brain for any finite period of time to some subset of dynamics in the rock, the
rock is, you know, conscious. No. Because outside of that domain, epsilon time
beyond that, they diverge. Okay? So the computations are not are not the same.
The dynamics are not the same. The causal structure is not the same. And that’s
the whole core of of Searle’s argument. Right? And it’s and it’s the whole it’s the
sword that cuts through this idea that, like, just the just the observable functional
functional, you know, functional behavior is enough. Like, you have to have the
causal structure, built into the realization. But yeah, I think it is absurd to think
the rock is conscious.

Tim Scarfe 01:18:18

Yeah. I mean, I was just gonna say that, yeah, I intuitively agree that, you know,
it is reductio ad absurdum because you could just take a trace of cognitive sys-
tem and then it would diverge at Epsilon 1 or like 0 And 0 then there are all of
these intellectual exercises of the fidelity ofmaintaining the causal structure. So
what if we have a, Chalmers did this with the combinatorial state automata, you
know, so we model the counterfactuals and we model some underlying process
and eventually maybe there’d be some threshold level where we would capture
the phenomenon. And that’s very interesting philosophical territory. But cer-
tainly, if you just capture a trace, then then, of course, it wouldn’t it wouldn’t be
the same thing.
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Keith Duggar 01:19:07

Yeah. I mean, I agree. I think it’s fascinating. It’s interesting. I think these are
very deep questions. I think they’re and that was the power of the Chinese room
argument is that at least laid out this this in question in a very visceral way.
You know, you you hear the problem and you’re like, yeah. There’s something
we need to think about here. And so it’s it’s definitely helped to spawn a great
amount of research. Yeah. All fascinating questions. You know, I wonder how
many we’ll see answered in our lifetime. Yeah.

Tim Scarfe 01:19:40

I don’t know. Final thought. What do you what do you think about Hinton win-
ning the Nobel Prize? Look. I

Keith Duggar 01:19:48

Drawing for breath after I asked that question. Yeah. Because I I don’t I’m not I
don’t think I’m qualified to to have an opinion, honestly. I don’t think I’m I don’t
really think I’m qualified to have an opinion because I haven’t I don’t know, you
know, I haven’t surveyed enough the whole literature and everybody’s contri-
butions to it and and and whatever. So I just don’t think I’m qualified actually
to have an opinion. I did see I did see a lot of, let’s say, some of the controversy
around that. And and the 1 thing I do know is true is that academia is plagued by
politics. Okay? It’s plagued by politics and corruption and pettiness and gate-
keeping and and, you know, power struggles and turf fights and bad behavior
and people not siding when they should and stealing work. I mean, so it’s abso-
lutely a case that academia has a lot of problems. Okay? Whether or not any of
those are relevant at all for for this this choice of noble, I couldn’t say. I can’t say.
And so therefore, like, I just I take I take the award at face value, which is con-
gratulations to them. I mean, they’ve obviously had huge contributions to to the
field of of machine learning, and, you know, I I would love to see any of the the
folks that we talked to on the show or interacted with. It’s kinda like, let’s say,
the the godfathers of of AI. I think they’re allmassively deserving of of accolades.
So it’s all like I can’t disagree with that.

Tim Scarfe 01:21:39

His his
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The Nobel Prize for Deep Learning •

Tim Scarfe 01:21:40

contributions are undeniable. But as for the credit assignment thing, no need
to comment on that because we’re gonna release part 2 of Jurgen Schmidhuber.
And he was pretty scathing, actually. So you can only imagine what he said. So
I’d I’d I I won’t comment. I’ll just let let you folks wait until we release that. But
the other controversy was it was a Nobel Prize for Physics. And this is kind of
related to the whole Chomsky comments about, well, language models aren’t a
theory of, you know, they’re not a scientific theory. They don’t tell you about
what the thing is and what it isn’t. Yeah. And to to what extent is deep learning,
like what what has it got to do with physics, if if anything?11

Keith Duggar 01:22:24

So, again, I don’t I don’t feel that I’mqualified todecidewhat shouldandshouldn’t
count as a, a physics Nobel Prize. I certainly know so we interviewed Daniel
Roberts and Sho Iida. Right? And they have this beautiful book that I really liked
a lot, the principles of deep learning theory, which in that in that case, it’s the
reverse. They’re applying physics, you know, ideas to the study of deep learning.
And it struck me as totally legitimate, useful, something we should do more of.
So I can’t say it’s impossible that thatmachine learning work can’t can’t actually
be physics or or consider physics or contributing to physics. I just I don’t think
I’m qualified for this. These are these are way above my pay grade to to decide
what is and isn’t, you know, counted as physics, honestly.

Tim Scarfe 01:23:21

Yeah. But do you accept the analogy to Chomsky’s comments on languagemod-
els, which is that deep learning models are not a scientific theory in the sense
that they don’t provide a powerful explanation? Well, but Chomsky was talking
about, you know, a specific I mean, what Chomsky was saying is that if you use
all these techniques, deep learning or whatever, and then you train a language
model, it doesn’t tell you anything about

11Principles of Deep Learning Theory— book
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Keith Duggar 01:23:49

language. Itmay tell you something about physics though, like, because because
the physics was in the in the training process, was in the math, was in the en-
gineering, and the science that went into the process that trained it. So it’s not
the it’s not like somebody it’s not like Hinton went and trained a, a large physics
model. Right? Like a large quantummechanicsmodel, and thenhegot the award
for physics. It was it was more that the award came for the work that went into
the the techniques and the math and the science behind creating these models
and training them.

Tim Scarfe 01:24:24

Yeah. But the the naysayers have said that the the techniques that go into deep
learning from a physics point of view are quite, don’t I wanna say trivial, but,
you know, they’re they’re they’re not they’re not that complicated. And indeed,
people physicists have applied their knowledge to deep learning. But does deep
learning give us knowledge about how the universe works? Because I I think
that’s what the whole pursuit of physics is about.

Keith Duggar 01:24:51

Well, on that particular score, like that question, like, I’d have to say not in my
opinion right now. I mean, I don’t I’m not aware of any, you know, fantastic in-
sights that I I guess the only 1 I can think of is is I think there’s something very
interesting about the fact that hyper overparameterizedmodels are able to gen-
eralize it all and that they don’t that they don’t just overfit into absurdity. Right?
I think that’s really interesting. And maybe that says something deep about, I
don’t know, the structure ofmaybe that helps us explain the unreasonable effec-
tiveness of mathematics, for example. But, again, I don’t feel qualified to I don’t
I don’t feel qualified to to comment on this specific, award. I think I think there
are too few new there are too fewNobel prizes to go around. Every year, there are
manymore people deserving of a Nobel Prize than there are Nobel Prizes to give
out, and so very difficult decisions have to bemade. And I just don’t feel qualified
to second guess them.
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Tim Scarfe 01:26:11

Another couple of angles. And, yeah, Imean, like, we should just both say thatwe
are that, you know, we’re allowed to have opinions even if we’re not an authority
on every opinion. But, another comment was made that Nobel Prizes are given
out almost speculatively based on the potential of a discovery, because of course,
DemisHassabis and a couple of guys got theNobel prize for the, I think itwas the
drug discovery thing. And this is certainly something which has huge potential.
But the naysayers are saying that this is kind of validating a lot of the bad things.
I mean, apparently Google in a lawsuit, even this week have started citing the
Nobel Prize. They say 1 of our VPs and top scientists, he just got the Nobel Prize.
Sowhat are you talking about that there’s copyright problems? And, I thinkHin-
ton is also starting to kind of double down and say, well, look, I told you so. In
10 years’ time, these things are gonna be doing everything. And that anything
you think that humans are needed for now, they’re gonna be doing it. And it’s
lending credence to this idea that there’s just no end in sight for this technol-
ogy. Let me say as well that we all agree that this technology is revolutionary.
It’s changing the world. It’s changing everything. People just disagree on how
that is. Some people think it might recursively self improve and its capabilities
will just keep going up and it’s really intelligent. And and other people justworry
about the the social impacts of it and reducing our agency and exacerbating in-
equality and and so on and so forth. But no one’s gonna deny that this is a a a real
revolutionary technology.

Keith Duggar 01:27:49

Yeah. Andand the stuff youmentioned, I’ll comeback to that. Butwhat youmen-
tioned earlier, like I said, there’s politics aplenty politics aplenty in in academia,
and and I cannot say in this specific instance that politics and corruption and
other bad behavior played a role. Okay? But it certainly exists in academia. But as
I’ve said before, that’s part of the reasonwhy I’mnot in academia because I really
had a very difficult you know, unfortunately, like, I’m kind of genetically a boy
scout or something, and I, I just had difficulty dealing with corruption that was
wasting public money. Okay? Like, public money grants and things like that. So
I’mout of there. Right? Imean so, yeah, I can totally believe that it’s being abused
certainly by corporations to to to get more money and power. Absolutely. As for,
like, the disagreements about AI, yeah, you and I, we’ve obviously, we know that
these are powerful technologies. A lot of what we talk about though is that, 1,
there are limitations to these technologies, and we’re suggesting ways in which
they can be expanded and further improved, and powerful tools can bemisused.
And and I was happy, you know and and earlier, I
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AI Harm, Ethics, and Public Policy •

Keith Duggar 01:29:05

didn’t thank, Leron too. I I would like to because it was a great opportunity to
go on doom debates. And I thought the the feedbackwas tremendously positive.
We got a lot of positive feedback of you know, funny enough, it’s it seems like it
helped to humanize Duggar. So I’m not quite as, you know, evil evil as I used to
be. But but 1 concept that we came up within that podcast is that we should be
talking about a lot more. We should be talking about a lot more AI harm. Okay?
Which is the harm that AI does. It brings lots of great benefits. It’s also bringing
harm, and it’s beingmisused to causeharm. Andwehave to thinkabout that, and
we have to wrestle that, and we have to reduce the harm that we that we accrue
from from AI and and increase the good.

Tim Scarfe 01:29:58

I agree with that. I mean, we didn’t speak much more about Leron’s podcast,
but at the beginning, I was surprised that you said your PDOM was 25%. And
Yeah. I’ve always listened to the Sam Harris podcast, and there are lots of folks
out therewho are really interested in existential risk, not necessarily AI, but pan-
demics and nuclearwar and stuff like that. It’s it’s very legitimate. Imean, Noam
Chomsky talks about it all the time. He always says we’re, you know, like 1 tick
away from doomsday talking about the threat of nuclear rum again. This is all
absolutely true. And and I I guess I maybe I I should be worried. I accept it to be
a truth. It’s just not something that I’m personally, you know, that preoccupied
with. So that’s undeniable. And then there’s the sort of the intermediate thing
of harm from AI, non existential harm, but just social harm. I’m completely on
board of that. And then the, you know, if you go all the way down that line, you
get to this existential harm fromAI. And forme thatwould require, AI to be agen-
tial. And I, formany of the reasons we’ve spoken about today, I don’t believe that
that could happen even in well, maybe maybe I’ll say in practice just to be safe
for now, but certainly not something that we should be worrying about anytime
soon.
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Keith Duggar 01:31:15

Well, the the the nice thing frommy perspective is if we could just get people to
really take seriously AI harm. Okay? Just take it seriously and look into it and try
to mitigate it and try to prevent it, try to reduce it. A lot of the steps, a lot of the
policy steps that we would take to reduce AI harm, would actually reduce AI risk
as well. And if we started to take AI risk seriously, it would reduce the chance of
AI doom. So these are, like, steps in the right direction. And the reason why I
wanna frame it in terms of or reframe it in terms of AI harm is that something
that you could get, I don’t know, like, the vast majority of people, like, plus per-
cent, you know, to to resonate with? Like, yeah. I mean, absolutely, AI harm is
it’s it’s reducing quality of life by by leading to unemployment or people losing
their jobs or, you know, no no longer being able to get paid for the work they
wanna do. It’s causing massive harm to our children, you know, through, like,
the social dilemma type stuff. It’s it’s sucking up attention into, like, completely
pointless exercises like infinite scroll of, you know, content with no mental nu-
tritive value whatsoever. I mean, if we could just get people to almost all of them
would resonatewith someaspect ofAI harm, and then thenwe could start to take
it seriously for policy,

Tim Scarfe 01:32:49

for public policy. The thing that I don’t like is the conflation of AI safety and AI
ethics. I’m trying to find the paper that Penny shared the other day. Here we go.
Yeah. There there was a paper that I read by Dagmar Monet called Deconstruct-
ing the AI Myth, Fallacies and Harms of Algorithmification. We’ll And put a link
to that on the screen. And 1 thing that struck me actually is, and I think it’s fair
to say that, Dagmar is is on the left. A lot of discussion is around the reduction of
our agency as a function of AI. And many different philosophers talk about this.
When I interviewed Luciano Floridi, hewas talking about reontologization aswe
migrate to an information ontology. So we’re basically living our lives in the in-
fosphere and our digital identity is in the info sphere and we need technology to
survive and so on. Perhaps that’s more of a consciousness argument, there are
all of these arguments that are talking about various different components of
our cognition, be it our agency or consciousness or whatever it is, they’re being
eroded as we acquiesce to technology. And, you know, so that that that’s I I see
that as a bit of a leftist argument, but I I’m completely on board with that. That
really makes sense to me.1213

12Deconstructing the AI Myth: Fallacies and Harms of Algorithmification— paper
13What Is the Philosophy of Information— paper
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Keith Duggar 01:34:07

Well, I I mean, I think there are so many dimensions of of AI harm as well as AI
good, that thewhole point iswe need to be having these conversations. Andnow
a lot of times the conversations become really, like, quite nutty. You know? So I
don’t I don’t resonate with any philosophy whatsoever that doesn’t correspond
to physical reality. Okay? So, like, I start with physical reality as kind of my my
bedrock, and I think that no matter how much we don’t like truths, we have to
accept them as as truths and then deal with them, you know, head on. Okay?
So but I think the nuttiness in conversations would kind of get worn down if if
there was amore robust conversation. So we need Yeah. More people having the
conversation. We need more voices involved, not fewer. We need real data, real
science, real consideration. We can’t leavewe can’t leave the steering of AI to just
the fringes of people. We need to find away to talk about it with with everybody.

Tim Scarfe 01:35:17

I I agreewith that. And I I feel that LucianoFloridi in principle is saying that. He’s
saying as we become increasingly divorced from the physical reality, even from
a legal perspective, the territorial reality, these these systems abstract so many
of the physical boundaries that define how our legal systemworks, how howwe
live our lives and so on. But I I did wanna comment on I wasn’t trying to say I
wasn’t trying to say he was nutty. That’s what I’m trying to say. Oh, no. No. I
know I I knowwhat youwere saying. Voices. Yeah. Yeah. I know. I’m I’m getting
I’m getting on to to to the nutty voices you were talking about. So so this this is
why I don’t like the conflation of AI risk and ethics. You kind of pointed out why
on your Leron discussion when you started talking about orthogonality and in-
strumental convergence. Right? So there are all of these philosophical thought
experiments, which are used as justification for AI risk. And I think that they are
extremely speculative. Right? It’s fascinating I think it’s legitimate philosophy,
but Yep. I don’t think they mix particularly well, certainly in, if you wanna be
doing policy, don’t think that those arguments should be factoring in any way
the same level of valence as talking about the other stuffwe’re talking about, you
know, like the the effects of socialmedia and bias and fairness and reontologiza-
tion and all of this kind of stuff. I I I I don’t wanna use the word science fiction,
but I I think it’s completely on the speculative side of things.
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Keith Duggar 01:36:49

Well, I mean, I completely agree with you there, which is that and I agree with
every point that you said. So, yes, there is a whole host of speculative, you know,
things. It’s really fascinating. Definitely philosophers and and and maybe, you
know, chumps like us should be talking about it, okay, and should be engaging
with it, okay, a 100%. And you’re absolutely right. It’s not what should be factor-
ing into the policy. You know? But what I’m trying to get across to to folks who
are concerned about AI harm, AI risk, AI doom, is you don’t need science fiction
and diamond nanobots and, like, whatever else in order to convince vastmajori-
ties of people to do things that you would like to have done that would help with
those concerns. Right? You you know, there’s always this conflict. People think
that that, that public policy should just be run by science. They believe in kind
of like a technocracy. Okay? And that’s not how the world works, and it’s and
it’s actually contrary to a lot of economic principles and and, you know, political
principles and whatever else. You’ve gotta find you know, because you’re deal-
ingwith thismassive evolutionary algorithm,which is the8,000,000,000people
plus every other life form on Earth in an ecosystem. And what you have to do if
you wanna steer that ecosystem in the directions that you want is you have to
be able to find arguments that resonate with large fractions of the population.
Okay? And so you need to focus on the core and the simpler arguments that will
resonate with more people. Let’s do that. And if we do that, we’ll be able to get
better policies that not only will reduce harm, help tomitigate risk, they’ll make
us more prosperous, healthier, happier, overall, have more resources to figure
out how to solve the alignment problems, etcetera, etcetera. So, you know, we’ve
gotta focus on human flourishing, I guess, at the end of the day, which I know,
Sam Harris would agree with. Right? Like, we if we focus on human flourishing
and reducing harm, we’ll get a lot of the policies we need to handle these other
concerns.

Tim Scarfe 01:39:10

Easier said than done. On on that note Oh, yeah. Doctor Duggar, we will round
off this philosophical say steakhouse episode. Let us know at at home, folks, if
you like this kind of thing. Me and Keith just rambling.

Keith Duggar 01:39:24

Makes an interesting false. I love it. Yes. Anyway, cheers. Cheers.

40 Machine Learning Street Talk

https://www.youtube.com/watch?v=nnBbpPt2SKI&t=5809s
https://www.youtube.com/watch?v=nnBbpPt2SKI&t=5950s
https://www.youtube.com/watch?v=nnBbpPt2SKI&t=5964s


Why does the Chinese Room still haunt AI?

References

[1] Keith Duggar on DoomDebates
https://www.youtube.com/watch?v=4v-Qh3JQ4Jc
video

[2] Is o1 Reasoning? (MLST Philosophical Steakhouse 1)
https://www.youtube.com/watch?v=nO6sDk6vO0g
video

[3] On theMeasure of Intelligence
https://arxiv.org/abs/1911.01547
paper

[4] Minds, Brains, and Programs
https://home.csulb.edu/~cwallis/382/readings/482/searle.minds.brains.programs.
bbs.1980.pdf
paper

[5] Chinese Room Argument
https://plato.stanford.edu/entries/chinese-room/
concept

[6] J. Mark Bishop onMLST
https://www.youtube.com/watch?v=_KVAzAzO5HU
video

[7] Dancing with Pixies
https://philarchive.org/rec/BISDWP-2
paper

[8] Artificial Intelligence Is Stupid and Causal ReasoningWill Not Fix It
https://www.frontiersin.org/journals/psychology/articles/10.3389/fpsyg.
2020.513474/full
paper

[9] Searle Google Talk
https://www.youtube.com/watch?v=rHKwIYsPXLg
video

[10] Nestedly Recursive Functions
https://writings.stephenwolfram.com/2024/09/nestedly-recursive-functions/
paper

[11] Godel, Escher, Bach: An Eternal Golden Braid
https://www.amazon.co.uk/Godel-Escher-Bach-Eternal-Golden/dp/0465026567
book

41 Machine Learning Street Talk

https://www.youtube.com/watch?v=4v-Qh3JQ4Jc
https://www.youtube.com/watch?v=nO6sDk6vO0g
https://arxiv.org/abs/1911.01547
https://home.csulb.edu/~cwallis/382/readings/482/searle.minds.brains.programs.bbs.1980.pdf
https://home.csulb.edu/~cwallis/382/readings/482/searle.minds.brains.programs.bbs.1980.pdf
https://plato.stanford.edu/entries/chinese-room/
https://www.youtube.com/watch?v=_KVAzAzO5HU
https://philarchive.org/rec/BISDWP-2
https://www.frontiersin.org/journals/psychology/articles/10.3389/fpsyg.2020.513474/full
https://www.frontiersin.org/journals/psychology/articles/10.3389/fpsyg.2020.513474/full
https://www.youtube.com/watch?v=rHKwIYsPXLg
https://writings.stephenwolfram.com/2024/09/nestedly-recursive-functions/
https://www.amazon.co.uk/Godel-Escher-Bach-Eternal-Golden/dp/0465026567


Why does the Chinese Room still haunt AI?

[12] Principles of Deep Learning Theory
https://www.amazon.com/Principles-Deep-Learning-Theory-Science/dp/1316519333
book

[13] Deconstructing the AI Myth: Fallacies and Harms of Algorithmification
https://www.researchgate.net/publication/382802495_Deconstructing_the_
AI_Myth_Fallacies_and_Harms_of_Algorithmification
paper

[14] What Is the Philosophy of Information
https://www.researchgate.net/publication/225070243_What_Is_the_Philosophy_
of_Information
paper

42 Machine Learning Street Talk

https://www.amazon.com/Principles-Deep-Learning-Theory-Science/dp/1316519333
https://www.researchgate.net/publication/382802495_Deconstructing_the_AI_Myth_Fallacies_and_Harms_of_Algorithmification
https://www.researchgate.net/publication/382802495_Deconstructing_the_AI_Myth_Fallacies_and_Harms_of_Algorithmification
https://www.researchgate.net/publication/225070243_What_Is_the_Philosophy_of_Information
https://www.researchgate.net/publication/225070243_What_Is_the_Philosophy_of_Information

	Overview
	Doom Debates Recap and LLM Turing Completeness retMid
	Potentially Infinite vs Actually Infinite Memory retMid
	Algorithms, FSA Controllers, and the Training Problem retMid
	Can We Train on Turing Machine Programs Directly? retMid
	Hybrid Systems, Scaffolding, and Novel Programming retHigh
	The Chinese Room Argument retHigh
	Searle on Physical Realization and Causal Structure retHigh
	Emergence, Wolfram, and Computational Subjectivity retHigh
	Friston, Self-Awareness, and the Path to Consciousness retHigh
	Causal Structures, Concept Role Semantics, and Understanding in AI retHigh
	Consciousness, Computation, and Philosophical Puzzles retHigh
	The Nobel Prize for Deep Learning retMid
	AI Harm, Ethics, and Public Policy retMid
	References

